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THE CENTRAL 
CLAIM
Answer first, evidence afterwards — so you can disagree with me early and productively

The scarce resource in industrial digitalisation is not data and not model skill. It is a decision that someone is authorised and equipped to 

take.
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A digital representation of  a physical system creates value only where it terminates in a decision

Everything upstream of  that point is instrumental — necessary, difficult, and not sufficient.

THREE PROPOSITIONS THAT FOLLOW

01   Most twins are shadows

One-way, physical → digital. Kritzinger's 

taxonomy is not pedantry: it names what the 

system can and cannot do. Calling a shadow a 

twin is a governance error, not a marketing 

one.

02   Accuracy is rarely the binding 

constraint

Decision quality is a function of  forecast skill, 

decision latency, decision authority and action 

space. Optimising only the first term has 

sharply bounded returns.

03   The decision layer is a 

governance object

In a chain with no single controller, "who acts 

on this output, under what mandate, and who 

is accountable when it is wrong" is a design 

variable — not an implementation detail.



FIVE-MOVE 
RESEARCH ROADMAP
Parts II–IV supply the evidence; Part V does the synthesis and states the research agenda

Each part answers one question: what is a shadow, what does it prove in energy, what does it prove in materials, and what turns it into a 

decision system.
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PART I

The Decision
Problem

CRM exposure is systemic, 

polycentric and unevenly 

observable. Forecast skill is 

not the binding constraint.

PART II

Digital
Shadows

Model / shadow / twin. 

Anatomy of a working shadow. 

Soft sensors, forecasting, 

interpretability, dispatch.

PART III

Energy
Systems

The honest test case. OR 

formulation, structural 

stochasticity, MCDA, and 

measured field evidence.

PART IV

Circular
Value Chains

Circularity as an information 

problem. The regulatory data 

spine. Traceability versus 

verifiability.

PART V

Decision-Oriented
Digitalisation

The decision layer, decision-

quality metrics, a maturity 

model, failure modes, research 

agenda.

The through-line: observation → inference → decision → accountability. Every part of this talk tests one link of that chain, and Part V argues 

that the last link is the one the field systematically under-builds.

Timing: Parts I–II ≈ 15 min · Parts III–IV ≈ 20 min · Part V ≈ 10 min. Appendix slides are held for discussion.



TALK SCOPE
& POSITION
Workshop programme, 21 July 2026 — Technical University of Crete, Akrotiri Campus

The morning answered "can we forecast REE behaviour?". This talk asks the harder question: what decision does that forecast change, and 

who is allowed to take it?
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What the morning already gave you

A calibrated estimator

·  Cleaned, gap-filled, outlier-screened series

·  Feature sets and validation splits that respect time

·  Point and interval forecasts of  REE quantities

·  Error metrics: RMSE, MAE, MAPE, skill scores

All of this reduces epistemic uncertainty. None of  it, by itself, changes a 

purchase order, a production schedule or a permit application.

What this talk tries to add

A decision layer around the estimator

·  An explicit objective and constraint set

·  A named decision owner and a mandate

·  A latency budget the decision must respect

·  An audit trail that survives a regulator

The test is not "is the model good?" but "would the actor have acted 

differently, in time, and can they defend it afterwards?"

Estimator → Decision Layer



PART I

The Decision Problem

Europe's critical-raw-material exposure is usually presented as an information deficit. It is better 

read as a coordination and decision deficit — which changes what digitalisation has to deliver.

FRAMING · 4 SLIDES
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STAGE-SPECIFIC
EU EXPOSURE
Regulation (EU) 2024/1252 — Critical Raw Materials Act · 34 critical and 17 strategic raw materials · in force 23 May 2024

The CRMA sets capacity targets. It does not, by itself, tell any single firm what to do on a Tuesday morning — that gap is where decision-

oriented digitalisation earns its keep.
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Exposure is stage-specific: the chokepoint is separation and refining, not 

ore in the ground.

Benchmarks are aggregates: they bind the Union, not any individual 

operator or decision.

47 Strategic Projects designated March 2025 across 13 Member States 

— capacity, not coordination.

Sources: Regulation (EU) 2024/1252; European Commission CRMA factsheet; Commission Decision (EU) 2025/840.



RARE-EARTH CHAIN 
CHOKEPOINTS
Light and heavy REE for NdFeB magnets in wind turbines and e-motors — the MaaSiveTwin scope also spans Li, Co, Ni, V and Pt

Observability and criticality are inversely correlated along the chain: the stages that matter most for resilience are the stages Europe can 

see least well.
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ORE

Mining and

beneficiation
▸

CONC.

Mixed REE

concentrate
▸

SEPARATION

Solvent extraction

cascades
▸

METAL

Reduction to

metal and alloy
▸

MAGNET

NdFeB sintering

and finishing
▸

COMPONENT

Generators,

e-motors
▸

EoL

Collection and

recovery

Binding stages for EU resilience — and the stages with the poorest public data

Why separation is the chokepoint

·  Lanthanides are chemically near-identical — separation needs long 

solvent-extraction cascades

·  Capital-intensive, permit-heavy, environmentally exposed

·  Yield and throughput are commercially sensitive and rarely disclosed

·  Geology is not the constraint: rare earths are not geologically rare

The observability asymmetry

·  Good: mine production statistics, end-product demand, published prices

·  Poor: separation throughput, oxide and alloy inventories, magnet yields, 

in-transit stock

·  Consequence: the state variables that matter most must be inferred, not 

measured

·  This is a soft-sensing problem before it is a forecasting problem



GOVERNANCE WITHOUT
CONTROLLER
Polycentric governance: Ostrom (1990); Ostrom, Tiebout and Warren (1961) — effective coordination without a unified centre

A forecast delivered to an actor who cannot act on it is a sunk cost. Deciding who receives which inference, with what mandate, is part of  

the system design.
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NO SINGLE
DECISION CENTRE

Autonomous actors · overlapping mandates · 

asymmetric information · divergent objective 

functions

Coordination must be designed, not assumed.

Miners and refiners

Control throughput and yield. Disclose least.

Manufacturers

Cell, magnet and component makers. Hold 

demand signal.

Logistics and ports

Control lead time and in-transit inventory.

Regulators

CRMA, Battery Regulation, ESPR. Set the 

reporting obligation.

Financiers and offtakers

Price risk, contract structure, capacity 

commitments.

Recyclers and EoL operators

Secondary supply. Weakest data, highest policy 

leverage.



MISALIGNED CHAIN AUTHORITY

Analytical framework, not measured data — the point is the shape of the mismatch, not its exact magnitude

Where the sensors are, nobody can decide; where the authority sits, nobody can see. Closing that gap is the design brief  for a supply-chain 

shadow.

Tuesday, 21 July 2026 9/53

Extraction
Processing and

separation

Logistics and

ports
Manufacturing

End of life and

recovery

Sensor density High High Medium High Low

Cross-actor data sharing Low Very low Partial Low Fragmentary

Authority over chain 

outcome
Low Low Narrow Medium

Low (high policy 

leverage)

Diagonal mismatch: the actors with the densest instrumentation hold the narrowest mandate; the actors with the broadest manda te — regulators, 

financiers, offtakers — observe the chain worst. A shadow that only serves the instrumented actor optimises a subsystem and leaves the system 

untouched.



DECISION QUALITY DRIVERS

A decomposition worth arguing about — I will defend each term, and I expect pushback on the fourth

Halving forecast error changes nothing if the decision cannot be taken inside the lead time, by an actor with the mandate, over a non-

degenerate action set.
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Decision quality  =  f  ( forecast skill,  decision latency,  decision authority,  action space )

01   Forecast skill

What the morning optimised. 

RMSE, MAE, interval coverage, skill 

against a naive benchmark. 

Necessary — and the only term 

the ML literature reliably 

addresses.

02   Decision latency

Time from inference available to 

action executable. If the horizon is 

shorter than the lead time, the 

forecast is decorative regardless of 

its accuracy.

03   Decision authority

Does the recipient hold the 

mandate to change the schedule, 

contract or route? In polycentric 

chains the answer is frequently no, 

and it is not a software fix.

04   Action space

How many distinct responses are 

genuinely available? A degenerate 

action set makes information 

unrealisable — the contested 

term, see Part V on value of 

information.

These terms behave like a series circuit, not a weighted sum: the weakest one dominates. Audit latency, authority and action space before you 

commission the model — otherwise you are buying precision you cannot spend.



DIGITALISATION 
FAILURE MODES
Observed across ports, islanded grids, cooperatives and process plants — the pattern is depressingly stable across sectors

Every one of these failures is a decision-layer failure wearing a technical costume. None is fixed by a better model.
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THE OBSERVATION DECK

Symptom: usage collapses after month three.

A dashboard that renders state and proposes no action. Users check it, 

learn nothing actionable, and stop. Fix: every view must have an associated 

decision and an owner, or it is deleted.

THE ORPHAN MODEL

Symptom: excellent validation, zero deployment.

A model that never enters an operational pipeline because retraining, drift 

monitoring and ownership were never scoped or funded. Fix: fund the 

lifecycle, not the artefact.

THE UNOWNED DECISION

Symptom: correct output routed to a committee.

The inference is right and timely, but no single actor holds the mandate to 

act, so it enters a consensus process longer than its validity window. Fix: 

assign authority at design time.

THE UNVERIFIABLE CLAIM

Symptom: an auditor asks for provenance.

Sustainability or compliance figures produced by a pipeline nobody can 

independently reproduce. Under the Battery Regulation and ESPR this is 

now legal exposure, not reputational risk.



THREE RESEARCH 
QUESTIONS
Stated explicitly so that the evidence in Parts III and IV can be judged against them

The unifying object is not the model and not the platform. It is the decision: what is chosen, under which constraints, on whose authority, 

and with what evidence.
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RQ1
REPRESENTATIONAL

Under what conditions is a one-way digital 

shadow sufficient for operational decision 

support, and when does the closed loop of  a 

true twin actually earn its cost and its risk?

RQ2
METHODOLOGICAL

How should the decision layer be specified 

so that autonomous, heterogeneous actors 

can act on shared inference in the absence 

of  a central controller?

RQ3
EVALUATIVE

Which metrics establish that a digitalisation 

investment produced value? I will argue for 

decision-quality measures and against 

model-quality measures.

WHAT I BRING TO THESE QUESTIONS

Method: operational research, statistics and multi-criteria decision analysis as a single decision calculus — not three separate toolboxes.

Evidence: measured field results from energy cooperatives (RESCOOP Plus) and port energy systems (AIMPRESS), not architecture diagrams.

Scope discipline: applied energy and materials economics in service of  decisions — not standalone macroeconomic theory, and I will mark that boundary where it 

matters.



PART II

Digital Shadow Concepts

What the term means precisely, what a working shadow contains, and why the one-way 

architecture is usually the correct engineering choice rather than an incomplete twin.
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MODEL, 
SHADOW, TWIN
Kritzinger, Karner, Traar, Henjes and Sihn (2018), IFAC-PapersOnLine 51(11) — the classification the field should have adopted more strictly

Calling a shadow a twin is not a marketing exaggeration. It is a specification error that lets a project promise a control capability it never 

built.
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DIGITAL MODEL
no automated exchange

· · · · ·

Changes in the physical object do not 

propagate; the digital object cannot act. CAD 

geometry, offline simulation, a static techno-

economic model.

Validation burden: low.  Risk if wrong: a bad plan.

DIGITAL SHADOW
automated one-way flow

physical  ⟶  digital

The digital object tracks physical state 

automatically. It informs; it does not actuate. 

This is what almost every industrial "digital 

twin" actually is.

Validation burden: moderate.  Risk if wrong: a misled 
human.

DIGITAL TWIN
automated bidirectional flow

physical  ⟷  digital

The digital object also changes the physical 

object: closed-loop control, automatic 

setpoints, autonomous dispatch under a safety 

envelope.

Validation burden: high.  Risk if wrong: a moved 
actuator.

The three classes carry different validation burdens, different safety cases and different regulatory exposure. Using one word for all three is how 

projects come to promise control capability they never scoped, never tested and cannot certify.

Kritzinger, W., Karner, M., Traar, G., Henjes, J. & Sihn, W. (2018). Digital Twin in manufacturing: a categorical literature review and classification. IFAC-PapersOnLine, 51(11), 1016–1022.



SHADOWS, 
NOT TWINS
The missing feedback loop is not the defect. I want to move the criticism to where it belongs

The defect is not the open loop. It is the shadow that stops at visualisation and never specifies what decision it exists to change.
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Why the loop is usually open — and legitimately so

·  Safety and liability: closed-loop actuation triggers functional-safety 

obligations, certification and insurance consequences that advisory systems do 

not.

·  Institutional reality: in a multi-actor chain no single system holds write access 

across organisational boundaries — and it should not.

·  Model risk: the fidelity needed for open-loop advice is materially lower than 

for closed-loop actuation. Honest engineers price that difference.

·  Economics: automation's increment over good advice is often small relative 

to its cost and its residual risk.

Where the real defect sits

·  The shadow terminates in a screen. Output is a chart; no decision is named, 

no owner assigned, no latency budget set.

·  Model performance is reported; decision performance is not measured at all.

·  Provenance is not reproducible, so no claim built on the shadow survives an 

audit.

·  Consequence: a technically competent system with no mechanism by which it 

can change an outcome — and no way to prove that it did not.

Practical implication for a project plan: do not spend the next funding tranche closing the loop. Spend it specifying the dec ision — the actor, 

the mandate, the action set, the latency budget and the audit trail. That is where the unexploited value is.



FIVE SHADOW 
LAYERS
Reference decomposition used across AIMPRESS, FACTLOG and PLOOTO architectures

Layers 1 to 4 are an engineering problem with well-known solutions. Layer 5 is an organisational problem with almost no methodology — 

which is precisely why it is a research agenda.
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L1 SENSING AND ACQUISITION
SCADA, meters, manifests, ERP extracts, registries, satellite and AIS traces. Heterogeneous, lossy, and the usual 
source of schedule slip.

L2 INGESTION AND QUALITY CONTROL
Synchronisation, resampling, gap handling, IQR screening on seasonally-decomposed residuals, unit and 
schema reconciliation, provenance capture.

L3 STATE ESTIMATION
Reconstructing unmeasured variables: soft sensors, virtual metrology, Kalman-type filtering, mass and energy 
balance closure. Where a shadow stops being a database.

L4 INFERENCE
Forecasting, scenario generation, sensitivity and anomaly detection. Where this morning's machine and deep 
learning work lives.

L5 DECISION AND ACCOUNTABILITY
Objective function, constraint set, multi-criteria aggregation, named decision owner, latency budget, 
reproducible audit trail. Under-built almost everywhere.



SOFT SENSORS 
MATTER
Virtual metrology and inferential estimation: infer a costly or impossible measurement from cheap, correlated, available ones

Because the binding stages of  the REE chain are exactly the stages Europe cannot instrument, a CRM shadow is a soft-sensing problem 

before it is a forecasting problem.
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The principle

Infer the costly measurement from the cheap ones

·  Process industry: infer product composition from temperature, pressure 

and flow instead of  waiting for a laboratory assay.

·  Energy systems: infer building thermal state, or vessel electrical demand 

at berth, from load and ambient signatures.

·  Implemented in FACTLOG for process-plant state; extended in PLOOTO for 

port system modelling.

Transposed to the CRM chain

You will not instrument a third-country separation plant

Candidate observables for inferring separation throughput, oxide inventory 

and alloy stock:

·  customs and trade flows, HS-code level

·  vessel movements and port dwell times (AIS)

·  energy consumption signatures of  processing sites

·  price level, volatility and basis behaviour

·  permitting, equipment procurement and hiring records

TWO LIMITATIONS I WILL NOT GLOSS

An inferred state is a model output, not a measurement. Its uncertainty must propagate into every downstream decision — a soft sensor that reports a point 

estimate without a credible interval is worse than no soft sensor, because it manufactures false confidence.

Validation is genuinely hard. Frequently no ground truth exists. Falling back on proxy validation, physical-consistency checks and mass-balance closure is 

defensible; claiming accuracy you cannot demonstrate is not.



AIMPRESS DIGITAL SHADOW
PORTS-RELATED
AIMPRESS — Interreg IPA ADRION · €1.59M · 11 partners across 8 countries · TUC as Lead Partner · Project and Technical Manager, WP1 Leader

The transferable result is not the port. It is that the decision layer was specified first and the model layer was built to serve it — the reverse 

of  the usual order.
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SENSING AND STATE

·  Berth and terminal metering, hourly

·  Vessel calls, dwell times, class data

·  Meteorological series

·  Cold-ironing demand model — vessel electrical 

load at berth inferred, not metered, before 

connection exists

▸

INFERENCE

·  Demand and generation forecasting

·  Statistical and machine-learning models 

compared on the same multi-year hourly series

·  Interpretability layer for model output

·  Scenario and sensitivity analysis
▸

DECISION

·  Battery storage charge and discharge 

scheduling

·  Energy-management scheduling against day-

ahead market signals

·  Peak shaving to reduce network stress

·  Named owner: terminal energy manager, daily 

cycle

THE SEQUENCING LESSON

Usual order: build model  →  seek use  →  discover no actor can act on it.        

Order used here: specify decision and owner  →  derive required inference  →  derive required state  →  derive required sensing.



INFERENCE
FAILURE MODES
Families used across my HRES, port demand and cooperative-consumption work — selection follows the failure mode you can least afford

Select the family by the failure you can least afford, not by the benchmark you most want to win. For CRM chains the unaffordable failure is 

the regime break.
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Model family Strength Fails when Where I have used it

Box–Jenkins / ARIMA
Transparent, cheap, strong short-horizon 

baseline; interval estimates come free.

Regime change, structural break, non-stationarity 

that differencing does not remove.

Port and cooperative demand 

baselines

NARX
Exploits exogenous drivers; captures nonlinear 

dynamics with modest data.

Lag structure is misspecified, or the exogenous 

series itself degrades.
Solar, wind and load forecasting

Random forest / GBM
Robust to mixed feature types; SHAP gives 

usable attribution.

Extrapolation is required — structurally cannot 

leave the training envelope.

Demand forecasting, driver 

attribution

Deep sequence (LSTM, TCN)
Long dependencies, multivariate coupling, high 

ceiling with enough data.

Data are short or non-stationary; honest production 

maintenance is expensive.
Comparative evaluation only

Hybrid / ensemble
Usually the best realised accuracy; hedges 

individual model failure.

Maintainability and explainability are contractual 

requirements.
Operational scenarios, HRES studies

Selection rule: choose against the failure you cannot afford. For CRM chains that failure is the regime break — export restriction, plant outage, policy shift — which is precisely where purely data-driven families are 

weakest.



INTERPRETABILITY
AS GOVERNANCE
SHAP attribution used across my forecasting work — the argument here is institutional rather than technical

In a polycentric chain, an unexplainable model cannot be contested; a model that cannot be contested will not be trusted; and a model that 

is not trusted will not change a decision.
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The usual argument — necessary but insufficient

Cognitive: users trust what they understand

·  Adoption improves when the operator can follow the reasoning

·  Debugging is faster when attribution is available

·  Domain experts catch spurious drivers before deployment

All true. None of  it explains why interpretability becomes non-negotiable 

specifically in multi-actor settings.

The institutional argument

A model output is a claim one actor makes to another

The output is consumed by a regulator, offtaker, insurer, financier or 

community — and it must be contestable by them.

·  Unexplainable  ⟶  uncontestable

·  Uncontestable  ⟶  untrusted

·  Untrusted  ⟶  not acted upon

Interpretability is a precondition for entering a decision, not a courtesy 

afterwards.WHAT I ACTUALLY IMPLEMENT

SHAP attribution

Per-prediction driver decomposition 

on tree ensembles — auditable and 

defensible in a review.

Physical consistency

Mass, energy and stock balances a 

domain engineer can verify 

independently of the model.

Envelope reporting

Explicit flag when the input leaves 

the training distribution. The most 

under-used safeguard in practice.

Versioned provenance

Data, code and parameters pinned 

per output, so a figure can be 

reproduced two years later.



CLOSING THE LOOP

Market-aware energy management with model predictive control, coupled to day-ahead price signals — AIMPRESS port implementation

A shadow with no measurement of what its advice changed cannot be improved, defended or justified for renewal. Close the loop through 

measurement even where you cannot close it through actuation.
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01

FORECAST

Demand, generation and price 

over the horizon, with 

intervals.

▸

02

OPTIMISE

Receding-horizon dispatch — 

MPC formulation under 

technical and market 

constraints.

▸

03

SCHEDULE

Battery charge and discharge, 

load shifting, procurement 

position.

▸

04

EXECUTE

Operator action or controller 

setpoint, inside the safety 

envelope.

▸

05

MEASURE

Realised outcome against the 

counterfactual. The step that is 

always dropped.

◂  measured outcome returns to recalibrate forecast, optimiser and — crucially — the decision rule itself

Market-aware energy management

Day-ahead price signals entered the objective function directly, so the same 

physical infrastructure delivered more economic value with no additional 

hardware.

The increment came from the decision layer, not from the plant. That is the 

general claim of  this talk, in one operational example.

Actuation and closure are not the same thing

This loop closed through a human operator, not through autonomous 

actuation — and it was still a closed loop, because the effect was measured 

against a counterfactual.

Conflating actuation with closure has cost the field a great deal of  money 

and a great deal of  credibility.



PART III

Energy Systems Evidence

Energy systems are where I can offer measured evidence rather than architecture. They are also 

the hardest honest test of  the argument, because the physics is unforgiving and the 

counterfactual is observable.

EVIDENCE · 8 SLIDES
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ENERGY AS 
TESTBED
Why a rare-earth workshop should care about a decade of port and island energy work

The transferable object is not the technology. It is the decision structure: many actors, shared asset, structural uncertainty, multi-criteria 

trade-off, non-negotiable schedule.
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01 Physical, instantaneous constraints

Energy balance holds every second or the system fails. Nothing can be 

deferred to the next quarter.

CRM analogue: a production line that stops when feedstock does not arrive.

02 Structural, not residual, uncertainty

Renewable output is stochastic by nature — it is not measurement noise 

waiting to be smoothed away.

CRM analogue: geopolitical, policy and permitting shocks with no stationary 

distribution.

03 Genuinely multi-criteria trade-offs

Cost, emissions, reliability, autonomy and acceptance do not collapse to a 

scalar without an explicit normative choice.

CRM analogue: cost against footprint against resilience against social licence.

04 Observable counterfactuals

Comparison against the prior year, an untreated site, or the day-ahead 

schedule makes decision quality measurable.

CRM analogue: mostly absent — which is exactly the discipline worth 

importing.



OPERATIONAL 
RESEARCH TRANSLATION
Decision variables, objective functions and constraints — the same triad instantiated for energy and for critical raw materials

Formalisation does not remove managerial judgement. It makes judgement explicit, which is the only form in which it can be examined, 

challenged and improved.
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HYBRID RENEWABLE ENERGY SYSTEM CRITICAL RAW MATERIAL CHAIN

DECISION VARIABLES

What we control
PV and wind capacity; storage energy and power rating; 

dispatch policy; participation in flexibility markets.

Sourcing split across suppliers; contract structure and 

duration; safety-stock levels; production schedule; 

recycled-content share.

OBJECTIVE FUNCTIONS

What we optimise
Levelised cost of energy; emissions; autonomy; reliability; net 

present value and payback.

Landed cost; supply-risk exposure; embodied carbon; 

distance from CRMA and Battery Regulation compliance 

thresholds.

CONSTRAINTS

Within which limits
Resource availability; load profile; network limits; land; 

capital budget; permitting and regulation.

Supplier capacity and lead time; regulatory floors on 

recycled content; quality specification; capital and 

contract lock-in.

Methodological genealogy: Blackett (1940s) · Dantzig (1947) · Bellman (1957). The triad is unchanged; only the instantiation differs.



UNCERTAINTY 
AS PARAMETER
Stochastic programming, scenario analysis and robust design — the response to a distribution that will not hold still

The best solution is rarely the one that performs optimally on average. It is the one that remains operable when the environment moves — 

and in CRM chains the environment moves for political reasons.
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STOCHASTIC PROGRAMMING

Uncertainty as an explicit parameter

Optimise over a distribution or a scenario tree 

rather than a point forecast. Recourse decisions 

are modelled explicitly: what you will do once 

the uncertainty resolves.

SCENARIO ANALYSIS

Behaviour across different futures

Examine performance under qualitatively 

distinct futures, not perturbations around a 

mean. Essential where the shock is political 

rather than physical.

ROBUST DESIGN

Solutions that hold, not only that win

Accept a modest loss in expected performance 

to bound the worst case. Frequently selects a 

different solution from the mean-optimal one.

WHY THIS BINDS HARDER FOR RARE EARTHS THAN FOR WIND

Wind uncertainty is meteorological: it has a physics, a climatology, and a distribution that is at least approximately stable. REE supply shocks are 

administrative and political — export controls, permitting decisions, sanctions, conflict. These are not draws from a stationary distribution.

Consequence: an architecture that assumes stationarity will be most confidently wrong at exactly the moment its output matters most. For a  decision-

support system that is the worst available failure profile — silent, confident and catastrophic.



MULTI-CRITERIA 
PREFERENCE GOVERNANCE
AHP · TOPSIS · PROMETHEE II · CRITIC — and AI-enhanced TOPSIS applied to hybrid systems for Mediterranean islands

In a chain with no single controller, the aggregation rule is a governance decision that happens to be written in code. It should be argued 

about in the open, not buried in a config file.
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AHP

Hierarchy of preference

Pairwise elicitation with an explicit 

consistency ratio — you can detect 

incoherent judgement before it 

propagates.

TOPSIS

Distance from the ideal

Ranks by proximity to an ideal and 

distance from an anti-ideal point. 

Communicates well to non-

specialists, which matters 

operationally.

PROMETHEE II

Outranking relations

Preference functions per criterion; 

handles incomparability honestly 

instead of forcing a spurious total 

order.

CRITIC

Weights from the data

Derives objective weights from 

contrast and correlation among 

criteria — reduces elicitation 

burden and manipulation surface.

Applied evidence: AI-enhanced TOPSIS

MBA thesis — hybrid renewable systems, Mediterranean islands

Technical optimisation produced a Pareto front; the multi-criteria layer 

converted it into a defensible managerial ranking, with criteria elicited from 

distinct stakeholder groups. The contribution is the translation from 

engineering output to contestable managerial choice.

The honest limitation

Multi-criteria analysis does not produce objectivity

It produces transparency about a subjective choice. Different weights give 

different rankings, and no method resolves that — nor should it. What changes 

is that the disagreement becomes visible, locatable and negotiable rather than 

hidden inside an unexamined default.



COOPERATIVE ENERGY 
EVIDENCE
RESCOOP Plus, Final Data Analysis Report D2.4 (H2020 GA 696084) — 7 cooperatives across 6 countries · TUC, N. Sifakis et al.

Real consumption and billing data, climate-normalised, not an attitudes survey. The organisational intervention was measurable — which is 

the standard I want applied to digitalisation claims.
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Measured consumption reduction, climate-normalised METHOD

• Real consumption records, billing data and heating degree days — not 

an attitudes survey

• ANOVA, Pearson and Kendall correlations, chi-squared tests

• Normalisation to heating degree days per square metre

• 7 cooperatives · 6 countries · multi-year records

STATED LIMITS

Observational design · confounding factors present · rebound effect not 

excluded.

The claim is not that cooperative membership alone explains the 

reductions. It is that a designed organisational intervention leaves a 

footprint that survives statistical scrutiny.

Up to 254.52 kg CO₂ saved per customer per year in the studied 

cooperatives



PORT DEMAND
EVIDENCE
Mediterranean port energy systems — real multi-year hourly demand series; statistical and machine-learning models compared on identical data

The same methodological sequence in both cases: field data, quantitative analysis, documented performance, decision support. Only the 

domain changes.
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Multi-year hourly demand series

Real Mediterranean port demand data at hourly 

resolution across multiple years — sufficient to 

support seasonal decomposition, regime 

detection and honest out-of-sample validation.

Comparative model evaluation

Statistical and machine-learning families 

compared on identical series for operational 

planning, rather than each reported on its own 

favourable split. Comparability is the discipline.

Cold-ironing demand model

Vessel electrical demand at berth estimated 

before the shore-power connection exists — a 

soft sensor for a load that has no meter, 

feeding directly into sizing and dispatch 

decisions.

THE INVARIANT SEQUENCE — IDENTICAL ACROSS BOTH EVIDENCE BASES

FIELD DATA ▸ QUANTITATIVE ANALYSIS ▸ DOCUMENTED PERFORMANCE ▸ DECISION SUPPORT

Cooperatives: the object was behaviour, the evidence statistical. Ports: the object was operations, the evidence engineering.  The sequence did not 

change — which is why I claim it transfers to materials chains.



STANDARDS ENABLE 
ACCOUNTABILITY
ISO 50001 as a continuous-improvement cycle · ISO 37101 for sustainable community development · EnPIs and MRV in EU projects

Standards are not certification theatre. They are the vocabulary that makes performance comparable over time and auditable by someone 

who was not in the room.
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PLAN
Objectives, indicators, system 
boundaries and the energy 

management plan.

DO
Implement measures, operational 

procedures and monitoring 

instrumentation.

CHECK
Verify results against data, 

indicators and deviations from 

expectation.

ACT
Corrective interventions to improve 

performance; the cycle restarts.

Standards as vocabulary

·  ISO 50001 — energy management as continuous improvement

·  ISO 37101 — sustainable development of communities

·  Energy performance indicators (EnPIs); MRV protocols

·  KPI frameworks across Horizon, Interreg and LIFE projects

Stated boundary: functional familiarity, not certified auditor status.

Why this is now a compliance question

A shadow that emits performance figures with no standardised indicator 

definition emits numbers comparable to nothing — not to last year, not to 

another site, not to a competitor.

Under the Battery Regulation and ESPR the declared figure must be traceable 

to a defined method. Undefined indicators are a compliance failure, not an 

inconvenience.

The standard defines what the shadow must compute; the shadow generates the evidence the standard demands. Designing the two separately — 

which remains the norm — is a mistake that surfaces at audit.



PART IV

Circular Value Chains

Circularity is treated as a materials problem. It is first an information problem: you cannot recover 

what you cannot locate, characterise, price or certify — and none of those four is a metallurgical 

question.

THE MaaSiveTwin PROBLEM · 9 SLIDES
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CIRCULARITY AS 
INFORMATION
Four preconditions for recovery — locate, characterise, price, certify. None of them is a metallurgical question

Better recovery chemistry does not tell you where the magnets are, what is in them, what they are worth, or how to prove it. Those four 

gaps are what a shadow is for.
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01   LOCATE

Where is the end-of-life stock? 

Which product categories, which 

regions, held by whom, and on 

what release schedule? Urban-

mine inventories are largely 

unmapped.

02   CHARACTERISE

What is in it? Composition, 

dysprosium and terbium content, 

coatings, contamination, physical 

condition and degradation state.

03   PRICE

What is it worth against a volatile 

primary reference, and what does 

recovery cost at the accessible 

scale? Both sides of  that 

comparison move.

04   CERTIFY

Can origin, recycled content and 

footprint be proven to a standard 

a regulator, insurer or offtaker 

will accept without re-testing?

THE CONSEQUENCE FOR THE 2030 RECYCLING BENCHMARK

The CRMA requires EU recycling capacity to cover at least 25% of  annual consumption of  each strategic raw material by 2030. That benchmark will not 

be missed because we cannot dissolve a magnet — the chemistry is known and improving.

It will be missed because we cannot locate, characterise, value and certify the stock at a cost that makes the loop close. That is an information 

architecture problem, and it is exactly the class of  problem a well-specified digital shadow exists to solve.



MATERIAL–INFORMATION 
LOOP BREAKS
Material flows across every handover; identity, composition and provenance do not survive most of them

Material crosses every handover; information dies at most of them. Each break is a place where a decision must be taken on a guess 

instead of  a state.
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EXTRACTION ▸ SEPARATION ▸
METAL AND

ALLOY
▸

MAGNET

MANUFACTURE
▸

COMPONENT

INTEGRATION
▸

PRODUCT

USE

SECONDARY

ALLOY
◂ RECOVERY◂ DISMANTLING◂ COLLECTION

BREAK 1

separation → metal

Batch identity and composition detail 
are lost at the handover: grade is known 

downstream, origin and footprint are 
not.

BREAK 2

component integration

The magnet disappears into an 
assembly and is no longer separately 

identified. CRMA magnet-declaration 
provisions target exactly this.

BREAK 3

product in use — the largest

Once in consumer hands the stock is 
invisible: location, condition and release 

timing all unknown.

BREAK 4

collection → dismantling

Material returns as a mixed stream with 
no reliable provenance, and must be re-

characterised at cost.

The digital product passport addresses breaks 1 and 2 well, break 3 partially and break 4 hardly at all. Treating the passpor t as a complete solution 

to circular information is the most common error in this field right now.



REGULATORY 
DATA SPINE
CRMA · Battery Regulation (EU) 2023/1542 · Ecodesign for Sustainable Products Regulation (EU) 2024/1781

The battery passport is the template for every subsequent product category. Whoever builds the decision layer on top of it first will define 

how the data is actually used.
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CRITICAL RAW MATERIALS ACT

Regulation (EU) 2024/1252 · in force 23 May 2024

·  34 critical, 17 strategic raw materials

·  2030 benchmarks: 10% extraction, 40% 

processing, 25% recycling, ≤65% single-country

·  Monitoring and stress-testing of strategic 

supply chains

·  Permanent-magnet declarations in products; 

recycled-content requirements via delegated acts

BATTERY REGULATION

Regulation (EU) 2023/1542 · passport from 18 Feb 
2027
·  Mandatory battery passport: EV, LMT and 

industrial batteries above 2 kWh

·  Product identity, carbon footprint, performance 

and lifecycle, material composition, recycled 

content

·  EV carbon-footprint declarations already 

applying since Feb 2025

·  The first legally binding digital product 

passport

ECODESIGN REGULATION (ESPR)

Regulation (EU) 2024/1781 · in force July 2024

·  Generalises the digital product passport across 

product groups via delegated acts

·  Working plan sets priority categories; 

compliance dates follow per act

·  Interoperability and differentiated access rights 

per stakeholder group

·  Battery passport is the acknowledged technical 

template

The strategic reading:  most firms treat this as a compliance cost. It is more accurately read as publicly mandated construction of  the data spine a circular 

decision system requires — someone is building your input layer and charging you for it.

The competitive question is therefore not whether you comply, but who builds the decision layer on top of  the spine first. That actor defines how everyone 

else uses the data.

Sources: Regulation (EU) 2024/1252; Regulation (EU) 2023/1542, Articles 77–78; Regulation (EU) 2024/1781 and the 2025 ESPR working plan.



TRACEABILITY VERSUS
VERIFIABILITY
A distinction with legal consequences once a model output becomes a declared figure in a product passport

A shadow can make a claim reproducible. It cannot make it true. Confusing the two is the fastest route from a digitalisation project to a 

liability.
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TRACEABILITY
A property of the audit trail

You can follow the claim back through the chain of  custody and the chain 

of  computation: this figure came from that dataset, transformed by that 

model version, on that date, by that pipeline.

A well-built shadow delivers this — and delivering it is genuinely valuable.

What it establishes:  the claim is reproducible.

VERIFIABILITY
A property of the correspondence to reality

The claim corresponds to physical fact: the recycled content really is 30%; 

the footprint really is what was declared.

Requires independent physical evidence: assay, mass balance closed 

against measured quantities, third-party inspection, isotopic or trace-

element fingerprinting.

What it establishes:  the claim is true.

The liability: under the Battery Regulation a declared figure is a legal statement. A traceable-but-unverified model output gives you a reproducible account 

of  how you arrived at a number that may be wrong. That is not a defence — arguably it is worse than no account, because it documents the reasoning 

that produced the error.

Engineering response:  pair every shadow-derived claim with an independent physical check on a sampling basis, and report the residual between the 

two. That residual is itself  a quality indicator — and in my view it should become a mandatory disclosure.



DYNAMIC FOOTPRINT
ACCOUNTING
Static LCA answers what the footprint was on average. A shadow-fed LCA answers what it is for this batch, this month, under this energy mix

A dynamic footprint is a decision variable; a static footprint is a report. The same data spine supports both, but only the first changes 

anyone's behaviour.
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Static assessment — a report

Answers: what was the footprint, on average?

·  Annual average grid carbon intensity

·  Generic transport distances and modes

·  Nominal process yields from literature or design basis

·  Assumed recycled-content share

Useful for comparison and disclosure. Cannot distinguish between two 

production decisions, so it cannot inform one.

Shadow-fed assessment — a decision variable

Answers: what is it for this batch, now, under these conditions?

·  Actual hourly grid carbon intensity during the production window

·  The route actually taken, with actual dwell and idle time

·  Measured yield for this batch

·  Actual recycled proportion in this input stream

Now schedulable: shifting a campaign by hours changes the number, so the 

number can drive the schedule.

Worked implication:  if  a six-hour shift in a processing campaign measurably lowers the batch footprint, that is a scheduling decision with an environmental 

objective — impossible under static assessment, which cannot distinguish six o'clock from midnight.

TWO CAVEATS I WILL NOT BURY

Data burden and error surface: dynamic accounting multiplies both. More resolution is more opportunity to be precisely wrong.

Comparability regresses: everyone's dynamic figure is specific to their conditions, so cross-firm comparison gets harder. Standardisation has not caught up — a genuine, 

open research gap.



DYNAMIC SECONDARY
SUPPLY
Applied materials and energy economics in service of an investment and operating decision — not standalone economic theory

Recovery is not permanently viable or unviable. It is viable in windows — and a shadow that predicts the windows is worth more than one 

that reports the average.
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Both sides of the comparison move

Primary reference price:

·  volatile — REE prices move by factors, not percentages, on policy events

·  set outside Europe, and only partly by fundamentals

Recovery cost:

·  collection density, feed composition, achievable scale

·  energy price and residue disposal cost

·  all of them time-varying and site-specific

Regulation deliberately distorts the comparison

Recycled-content mandates create demand that is not price-elastic. The CRMA 

25% recycling benchmark functions as a floor under secondary demand, and 

delegated acts on minimum recycled content in permanent magnets are 

expected by end-2031.

This is a legitimate policy instrument. It is also a modelling requirement: a 

purely price-driven model of secondary supply will be systematically wrong.

THE REFRAMING THIS FORCES

Wrong question: "Is recovery economically viable?"  This has no stable answer, because both sides of  the comparison move.

Right question: "When does the viability window open, how long does it hold, and what capacity commitment does the expected window structure 

justify?"  That is a real-options problem — and a shadow that forecasts window structure is worth substantially more than one that reports a long-run 

average.

Scope boundary: applied materials and energy economics in service of an investment and operating decision — not standalone economic theory, and not presented as such.



FORECASTS SERVE
DECISIONS
The horizon and the acceptable error are set by the decision, not by what the data happens to support

Specify the horizon and the error tolerance from the decision backwards. A forecast built to the data's convenience rather than the 

decision's requirement will be accurate and useless.
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Forecast target Decision it serves Horizon Error tolerance and loss structure

Price Contract timing and hedging Weeks – quarters
Direction and magnitude dominate the point estimate; the 

decision is a threshold crossing.

Lead time Safety stock, production scheduling Days – weeks
Tight and asymmetric: underestimation is far costlier than 

overestimation, so squared error is the wrong loss.

Disruption probability Dual sourcing, buffer commitment Weeks – months
Recall over precision. A false alarm costs a meeting; a missed 

disruption stops a line.

Demand mismatch Capacity allocation, offtake commitment Quarters – years
Scenario coverage over point accuracy; the decision is an option, 

not a bet.

Compliance distance Recycled-content sourcing and reporting Annual, hard date
Conservative bias required: the cost of falling short is legal, not 

economic.

Five targets, five loss functions, five validation protocols. Reporting a single RMSE across all of them is a category error — and a common one.



PART V

Decision-Oriented Digitalisation 
Synthesis
The synthesis: what a decision layer actually consists of, how to measure whether it worked, 

where the argument fails, and the research agenda that follows from all of  it.

SYNTHESIS AND AGENDA · 8 SLIDES
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DECISION LAYER
COMPONENTS
The specification that converts a shadow into a decision system. Absence of any one makes the others inert

This specification costs a workshop, not a work package. Skipping it is why competent technical systems fail to change anything.
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01

DECISION OBJECT

SPECIFICATION

What exactly is chosen. Not 

"optimise operations" but "battery 

charging schedule, next 24 h" or 

"sourcing split across qualified 

suppliers, next quarter". If you 

cannot write it as a variable, it is 

not a decision.

02

OWNER AND MANDATE

ORGANISATIONAL

Which named role decides, under 

what authority, with what 

escalation path when the 

recommendation is refused. Not a 

software question, and not 

delegable to one.

03

LATENCY BUDGET

ORGANISATIONAL

Time from data availability to 

executable action. Constrains 

model complexity, pipeline design 

and human-review steps. Most 

projects discover it only after 

violating it.

04

ACCOUNTABILITY TRACE

INSTITUTIONAL

What is recorded so the decision 

can be reconstructed and 

defended: inputs, model version, 

recommendation, action taken, 

deviation and its justification.

Three of the four are organisational and institutional design, not software. That is why decision layers do not get built by software teams, and 

why they are systematically absent. The specification costs a workshop, not a work package — it is simply nobody's job. It should be a formal, 

reviewable deliverable in every funded digitalisation project.



OBSERVE, INFER
& ACCOUNT
The complete cycle, with the standard failure point marked and the cost of each break stated

Accounting is not administrative overhead. It is the only mechanism by which the system learns whether it was worth building — and it is 

the link almost everyone omits.
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01

OBSERVE

Sensing, acquisition, quality 

control, state estimation.

Break here: no basis at all. Obvious — 

and universally funded.

▸

02

INFER

Forecasting, scenario generation, 

anomaly detection, attribution.

Break here: a database, not a decision 

aid. Obvious — and what most 
projects fund.

▸

03

DECIDE

Objective, constraints, aggregation, 

recommendation, action.

Break here: a dashboard nobody acts 

on. Less obvious — and where most 
projects actually stop.

▸

04

ACCOUNT

Record, compare to counterfactual, 

attribute outcome, feed back.

Break here: a system that cannot prove 

value, cannot improve, cannot survive 
renewal.

◂  accounting feeds back into observation, inference and decision — this is the only mechanism by which the system learns

Why the fourth break is the dangerous one: the system appears to be working. It produces outputs, people occasionally act on them, everyone is 

satisfied. But nobody can say whether it worked, so nobody can improve it and nobody can justify continuing it. It dies quietly at the end of  the funding 

period — which is the fate of  most such systems.



DECISION QUALITY
METRICS
Four metrics I would put in a digitalisation work package, in place of a validation-set RMSE

Model metrics tell you whether the estimator is good. Decision metrics tell you whether the project was worth funding. Only the second is 

what anybody actually bought.
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REALISED REGRET

Outcome achieved versus outcome 
achievable

Measured against a defensible 

counterfactual: the prior policy, a 

naive rule, or perfect foresight as 

an upper bound. The headline 

metric — and rarely computed.

DECISION LATENCY RATIO

Available time ÷ required time

Below 1.0 the system is 

structurally unusable regardless of 

accuracy. Cheap to measure, 

almost never measured, and it 

should be a gate condition before 

model work begins.

ADOPTION RATE

With reasons for non-adoption 
recorded
A low rate is information, not 

failure. Consistent override in a 

particular regime means the 

operator knows something the 

model does not — the highest-

value diagnostic you will get.

REALISED VALUE OF 

INFORMATION

Outcome improvement net of cost

Frequently negative for marginal 

accuracy gains. Honest reporting 

of this single number would 

redirect a substantial share of 

digitalisation investment.

MODEL METRICS

RMSE · MAE · MAPE · interval coverage · skill score against a naive 

benchmark.

Answer: is the estimator good?

DECISION METRICS

Regret · latency ratio · adoption rate · realised value of  information.

Answer: was the project worth funding?



FORECAST VALUE SATURATION

Schematic illustration of the mechanism, not measured data — the shape is the argument, not the numbers

Once the decision threshold is reliably resolved, further accuracy buys nothing. Find the saturation point before you commission the next 

modelling effort.
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TWO PROPERTIES THAT MATTER

Bounded above: value of  information cannot exceed the value 

of  perfect information, which is finite and often small. If  the 

optimal decision is unchanged across plausible realisations, 

perfect foresight is worth zero.

Saturating: once the forecast reliably resolves the decision 

threshold, further accuracy changes no decision. The curve 

flattens; effort to the right of  that point has no decision 

consequence.

Saturation is set by the granularity of the action space, not 

by the model. A binary decision saturates very early — you 

only need to know which side of  the threshold you are on.

Practical instruction:  before commissioning the next modelling effort, estimate where saturation sits for the decision being  served. In my experience that 

estimate frequently shows the current model is already past it — and that the budget belongs to latency, authority or action space instead.



DIGITALISATION
MATURITY SCALE
Proposed scale, structured to be usable alongside TRL in project planning and review

Most industrial systems described as digital twins sit at level 2. The step from level 2 to level 3 is organisational, cheap, and almost never 

taken.
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DS-0
DIGITAL RECORD

Data collected and stored. No 

automated link to physical 

state.

Output: an archive.

DS-1
DIGITAL SHADOW

Automated one-way flow. 

State tracked and visualised.

Output: a picture.

DS-2
PREDICTIVE SHADOW

Forecasting, scenario 

generation and anomaly 

detection added.

Output: a prediction.

DS-3
DECISION SHADOW

Explicit decision object, 

named owner, latency 

budget, accountability trace.

Output: a defensible action.

DS-4
CLOSED-LOOP TWIN

Bidirectional automated flow 

with actuation inside a 

certified safety envelope.

Output: an autonomous action.

DS-2 → DS-3 is organisational. It costs a specification workshop and a 

governance decision. Almost never taken.

DS-3 → DS-4 is technical. Expensive, risky, certification-bound — and 

frequently unnecessary.

Use this scale alongside TRL. TRL measures technology readiness and says nothing about decision readiness — and decision readiness is what 

determines whether the technology is used at all.



FOUR SERIOUS OBJECTIONS

Stated by me rather than left for the discussion, because a position that cannot name its own limits is advocacy rather than research

The claim survives as a strong default with stated exceptions, not as a universal law. Exploratory science and pure market intelligence are 

legitimate counter-cases.
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OBJECTION 1 — OPTION VALUE

Partially accepted

Information can be valuable without an immediate decision: it updates priors 

and forecloses bad options.

Response: real, but routinely used as retrospective justification. If you claim 

option value, name the future decision the information conditions. If you cannot 

name it, it is not option value — it is hope.

OBJECTION 2 — EXPLORATORY SCIENCE

Fully accepted, with a caveat

In genuinely exploratory research, demanding a decision object upfront is 

destructive and I would not defend it.

Caveat: MaaSiveTwin at TRL 6 is a demonstrator, not exploratory research. The 

two carry different obligations, and the distinction should be explicit in the 

project rather than blurred.

OBJECTION 3 — MARKET INTELLIGENCE

Accepted, argument relocates

Some organisations sell information as a product; their decision is their 

customer's decision.

Response: accepted, and the argument simply moves one step downstream. 

Someone still decides, and the same discipline applies to them. The obligation 

transfers; it does not disappear.

OBJECTION 4 — FROZEN ACTION SPACE

Strongest objection · no clean answer

Specifying the decision before you understand the system risks building a 

shadow that cannot serve decisions you have not yet imagined.

Working response: specify the decision, build to serve it, and deliberately over-

provision the state layer relative to it. That is a compromise, not a solution, and 

I present it as one.



FALSIFIABLE
RESEARCH AGENDA
Building on method, data and consortia already in place — deepening rather than starting from zero

Each workstream produces something that can be tested and can fail. An agenda whose outputs cannot fail is a description, not a research 

programme.
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WS1

DECISION-LAYER SPECIFICATION

A formal, reusable method for specifying decision 

objects, owners, latency budgets and 

accountability traces in multi-actor systems.

Deliverable: a specification protocol applied to 

three heterogeneous cases — port energy system, 
energy cooperative, CRM chain.

Falsifiable claim: protocol-specified systems show 

measurably higher recommendation adoption than 
matched controls.

WS2

SOFT SENSING UNDER LOW 
OBSERVABILITY

State estimation for stages that cannot be 

instrumented: separation throughput, oxide and 

alloy inventories, in-transit stock — with 

uncertainty propagated.

Deliverable: an estimator plus a validation protocol 

that works without ground truth, using physical 
consistency and proxy convergence.

Falsifiable claim: the estimator beats a naive 

persistence baseline on held-out disruption events.

WS3

DECISION-QUALITY INSTRUMENTATION

Standard measures and a reference 

implementation for regret, decision latency ratio, 

adoption rate and realised value of information.

Deliverable: an open instrumentation library, 

applied retrospectively to completed digitalisation 
projects.

Falsifiable claim: model-quality and decision-

quality metrics diverge substantially in the majority 
of studied cases.

Base already in place: operational research and statistical method, multi-year field datasets from ports and cooperatives, and active EU consortia. 

This is systematic deepening, not a standing start.



ONE DECISION
CALCULUS
Cooperative energy systems · port and island energy infrastructure · critical raw material value chains

The transferable asset is the decision calculus, not the technology stack. That is what makes this a research pathway rather than a sequence 

of  unrelated projects.
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COOPERATIVE ENERGY SYSTEMS

RESCOOP Plus · 7 cooperatives, 6 countries

Decision variables: tariff design, intervention 

programme, member engagement, investment.

Evidence: statistical, on real consumption and 

billing data.

Actors: members, cooperative board, regulator.

PORT AND ISLAND ENERGY

AIMPRESS, nZEP, ACT2Flex · Mediterranean systems

Decision variables: capacity sizing, storage 

dispatch, procurement position, berth 

electrification.

Evidence: engineering, on multi-year hourly 

operational data.

Actors: terminal operators, port authority, grid 

operator, municipality.

CRITICAL RAW MATERIAL CHAINS

MaaSiveTwin · CRM supply and manufacturing

Decision variables: sourcing split, contract 

structure, safety stock, schedule adaptation, 

recycled-content share.

Evidence: to be built — the open problem.

Actors: refiners, cell and magnet makers, logistics, 

regulators, recyclers.

THE INVARIANT METHOD

OPERATIONAL RESEARCH

What is chosen, what is optimised, 

within which limits.

STATISTICS

Observation into evidence, with 

uncertainty carried forward.

MULTI-CRITERIA ANALYSIS

Competing preferences made explicit 

and contestable.

STANDARDS AND MRV

Outcome made comparable, auditable 

and accountable.



REE FORECASTING IMPLICATIONS

Operational, not rhetorical — each of these can be applied to an existing pipeline this month

None of  these requires a new model. All of  them require someone to write down the decision the model exists to serve.
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01
State the decision each forecast serves — in writing, before the 

next iteration
If nobody can express it as a variable with an owner and a deadline, that is itself 
the finding, and it is worth more than another percentage point of accuracy.

02 Replace symmetric loss with the loss you actually face
Underestimating lead time is not equally costly to overestimating it. A missed 
disruption is not equal to a false alarm. Fit and select against the real asymmetry.

03 Measure the latency ratio before the next model iteration
Available decision time divided by required decision time. Below 1.0, stop 
modelling and fix the pipeline or the process instead. This takes an afternoon.

04 Add explicit training-envelope reporting
Flag when the input leaves the training distribution. Since REE shocks are policy-
driven and therefore absent from your history, this is the highest-value safeguard 

available.

05 Instrument adoption from day one
Record every recommendation followed and every one overridden, with the 
reason. In six months this is the most valuable dataset in the project — it locates 

errors no validation set can.
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FOUR CORE CONCLUSIONS

01 A digital representation creates value only where it terminates in a decision.

Sensing, cleaning, feature engineering and model selection are instrumental — necessary, difficult, and not sufficient.

02 Most industrial twins are shadows, and that is usually correct engineering.

The defect is not the open loop. It is the shadow that terminates in a screen, with no decision named and no owner assigned.

03 In a chain with no single controller, the decision layer is a governance object.

Three of  its four components — owner and mandate, latency budget, accountability trace — are organisational, not technical. That is why they are absent.

04 Measure decision quality, not model quality.

Regret against a defensible counterfactual, decision latency ratio, adoption rate, realised value of  information. These answer the question that was actually 

asked.

The invitation:  MaaSiveTwin at TRL 6 is a rare chance to test this on a real chain with named 

industrial decision owners. Specify the decision layer as a reviewable deliverable, and instrument 

decision quality from the start rather than reconstructing it at the final review.

Dr. Nikos Sifakis

Technical University of Crete

Chania, Greece

maasivetwinproject.eu  ·  GA 101138334
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Thank you!
Dr. Nikos Sifakis

Technical University of  Crete  ·  Chania, Greece

Akrotiri Campus, Science Building  ·  Chania, Crete  ·  21 July 2026  ·  15:30–16:00 EET

Funded by the European Union.  MaaSiveTwin — Horizon Europe RIA, HORIZON-CL4-2023-TWIN-TRANSITION-01, Grant Agreement No 101138334.  Swiss participation funded by the State Secretariat 

for Education, Research and Innovation (SERI), Grant Agreement No 24.00047.

Views and opinions expressed are those of the author only and do not necessarily reflect those of the European Union or HADEA. Neither the European Union nor the granting authority can be held 

responsible for them.
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